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Chapter 1

INntr oduction

Apache:geneoushackerdrom around
the world all join forcesto help you
shootyourselfin thefootfor free.

— Unknown (paraphrased)

n Chapter 1, we look at the history of the World Wide Web (WWW)
by remembering its evolution out of two important fundamentals: the
global Internet, which forms the networking basis, and the hypertext con-
cept, which is the root of the “web of documents” idea. We then look at the
the role of web servers, the Apache Group, and nally the Apache Group's
popular HTTP server project. The World Wide Web
All topics arerounded up by historical background details, with the goal combines the global
of giving you a better understanding of Apache's evolution and its world. If ldn'?;‘fﬁjmtﬂftﬁ‘g
you are not interestedin history (or already know the details), you canskip associative concept of
this intr oductory chapter. When you plan to baseyour web businesson an ™rertext
Apache web server, however, it is certainly reasonableto know a little bit
more about this world rst.

1.1 Histor y and Evolution
1.1.1 The Internet

In 1957,the USSRlaunched Sputnik, the rst arti cial earth satellite. In re-
sponseto this event, the United Statesformed the AdvancedResearh Projects
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The Internet started
with 4 nodes in 1969;
just 30 years later,
more than 43 million
nodes exist.

Agency (ARPA) within the Departmentof DefensgDoD) to establish a U.S.
lead in scienceand technology applicable to the military . In 1969,the U.S.
DoD founded ARPANET to facilitate networking reseach, establishing a
network out of four initial nodes: University of California — Los Angeles
(UCLA), Stanford Reseach Institute (SRI), University of California — Santa
Barbara (UCSB),and University of Utah (seeFigure 1.1).

ARPANET

1969 4 hosts 1999 43 million hosts

Figure 1.1: From four nodesto a covered world

This network consisted of 50Kbps lines and used the NetworkControl Pro-
tocol (NCP), the rst host-to-host protocol. Over the years, more and more
hosts were connected to ARPANET, and the rst hundred Requesfor Com-
ments(RFC) were written to discuss and document the used protocols and
software. In 1974,Vint Cerf and Bob Kahn published “A Protocol for Packet
Network Interconnection,” which specied in detail the design of a Trans-
mission Control Program(TCP). In 1978, TCP was split into two protocols:
TransmissionControl Protocol(TCP) and Internet Protocol(IP).

In 1982,the DoD declared TCP and IP (commonly known as TCP/IP) to
beits of cial protocol suite. This move led to one of the rst de nitions of an
“internet” as a connected set of networks, speci cally those using TCP/IP,
and of the “Internet” asthe globally connected TCP/IP internets. In January
1983,ARPANET of cially switched from NCP to TCP/IP, thereby creating
the Internet. Explosive growth followed: In 1984,the number of hosts al-
ready broke 1,000;in 1987,it reached10,000;in 1989,it achieved the 100,000
mark; in 1992,it was at 1,000,000jn 1996,it reached 10,000,000.As of this
writing (1999),the Internet counts more than 43,000,00thosts.! Thereis still
no stagnation in sight (seealso Figure 1.2on the facing page).

1Hobbes' Internet Timeline
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Figure 1.2: The growth of the Internet (number of connected hosts) and the
World Wide Web (number of web servers)

1.1.2 The Hypertext Concept

The idea of hypertext datesbackto 1945.As dir ector of the Of ce of Scienti ¢
ResearhandDevelopmentinder U.S. president Franklin Roosevelt, Vannevar
Bush coordinated the activities of some 6,000leading American scientistsin
the application of scienceto warfare. In his pioneering article entitled “As
We May Think,” published in The Atlantic Monthly? in July 1945, he pro-
posed the creation of “memex,” a device “in which an individual storesall
his books, records, and communications, and which is mechanized sothat it
may be consulted with exceeding speedand exibility .” The “essential fea-
tur e of the memex” was not only its capacities for retrieval and annotation
but also those involving “associative indexing” — what today's hypertext
systemsterm a “hyperlink.”

In 1965, Ted Nelson from Xanadu coined the term hypertext Later, at
Brown University (Providence, Rhode Island), Andries van Dam in 1967cre-
ated the HypertextEditing System(HES) and the File RetrievalandEditing Sys-
tem (FRESSJ — two of the rst real hypertext document systems. In 1968,
Douglas C. Engelbart* (bestknown asthe inventor of the computer mousein
1963)demonstrated the NLS (for “oNLine System,” later renamed Augment
System in a multimedia presentation at the Fall Joint ComputerConfeence
(FICQ)in SanFrancisco, California. This event marked the world debut of
the mouse, hypermedia, and on-screenvideo teleconferencing.

After this pioneering event, many systems were created over the years,
all of which were highly inuenced by the hypertext idea (1975: ZOG at
Carnegie Mellon University; 1978: Aspen Movie Map by Andy Lippman
from MIT; 1984: Filevisionby Telos; 1985: SymbolicsDocumentExaminerby
JanetWalker; 1985: Intermediaby Norman Meyrowitz at Brown University;
1986: Guide from OWL, NoteCardsfrom XeroxPARC, and so on). In 1987,

2

3
4

Hypertext is a very old
concept that was
reanimated and
became most popular
through the World
Wide Web.
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Hypertext consists of
nonsequentially linked
pieces of data. The
data that can be linked
to or from are called
nodes, and the whole
system forms a
network of nodes
interconnected with
links.

After pushing the
project at CERN
between 1991 and
1993, the World Wide
Web (WWW) quickly
became the rst global
hypertext system.

Appleintr oduced HyperCard®, which was invented by Bill Atkinson. Hyper -
Card was regarded as a “milestone in the history of computing, and a shift
of paradigm in educational software.”

The HyperTEXT'87 conferencewas held in Chapel Hill, North Carolina
— the rst large-scalemeeting devoted to the hypertext concept itself. As
noted in the conferencereport, “Hypertext is non-sequentially linked pieces
of text or other information ...The things which we canlink to or from are
called nodes, and the whole system will form a network of nodes intercon-
nected with links.”

1.1.3 The World Wide Web

In March 1989, Tim Berners-Lee(Tim B.L.) from CERN’ (European Labora-
tory for Particle Physics) wr ote a document entitled “Information Manage-
ment: A Proposal,”® in which he tried to propose answers to the question
“How will we ever keep track of large projects?” This paper circulated for
comments at CERN in 1990.

After approval of the idea by Mike Sendall (Tim B.L.'s boss),work started
on ahypertext GUI browser and editor using the NeXTStep development en-
vironment.® Tim B.L. made up “W orldW ideWeb” asaname for the program;
later it was renamed “Nexus” to avoid confusion between the program and
the abstractinformation spacel® After the projectwas developed at CERN
over two years,the World Wide Web (WWW) quickly becamethe rst global
hypertext system and the abbreviation WWW entered the public conscious-
ness.

After theseinitial eventsafastevolution occurred, made possible by both
the hypertext conceptand the availability of the Internet, which represented
apromising development eld. Figure 1.3on the next pagetries to illustrate
this evolution with afew milestones.

The client side The client side of the WWW is controlled by two factors:
the Hypertext Markup Language (HTML) and the popular browsers that
form the front end to the end user and render the WWW data on the desk-
top. In 1993,the rst HTML versions were designed; in addition, the Na-
tional Center for Supercomputing Applications (NCSA) created its Mosaic

5

SPublished in the ACM SIGCHI Bulletin 19,4 (April 1988),pp. 27-35.

Online version:
7

8
9See for screenshotsand de-

scriptions.
10world Wide Webis now spelled with spaces.
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Figure 1.3: The evolution and milestones of the World Wide Web

browser, which immediately becamelnternet killer application humber one.
The popular NetscapéNavigatorlater evolved from Mosaic today, it rules on
half of all desktops.'! Other early browsers (for example, Lynx) also remain
in wide use, however.

HTML, which was originally a very small SGML-based markup lang-
uage, evolved over the yearsinto a highly complex markup language (cur-
rently it is at version 4.0). Together with various companion languages and
object models (for example, JavaScript, DOM), graphics formats (for exam-
ple, GIF, JPEG,PNG), and multimedia data (for example, audio, video), the
client side of the WWW constitutes a very colorful, complex, and sometimes
even chaotic area. And especially becausethis areais so colorful, most peo-
ple identify the WWW with just this client side and totally forgetthat another
part exists— the server side.

The server side The server side part is lesscolorful and interesting than
the client-side — but only at rst glance. One cannot make screenshots,see
colorful icons, or click, for instance. But that is the world of Apache. Once
you becomefamiliar with it, you will recognizethat it is the reallyinteresting
part of the WWW.

Here Tim Berners-Leein 1991,and Ari Luotonen and Henrik F. Nielsen
in 1993/1994, started to write the “CERN HTTP server,” which was the rst
real web server. In 1993, Tony Sanderswrote a web server in Perl called
“Plexus,” and Robert McCool at NCSA wrote a competitive packagein C,
the “NCSA httpd.” *? This NCSA web server becamevery popular over the

UThe other half of the desktop is controlled by Micr osoft's Internet Explorer.
12httpd” standsfor “HTTP daemon,” which meansa stand-alone running UNIX processserv-
ing data via HTTP.

Because the client side
of the WWW is so
colorful, most people
identify the WWW with
just this part and totally
forget that there is
another part — the
server side.

On the server side of
the WWW, one cannot
make screenshots, see
colorful icons, or click
— but that is the world
of Apache.
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Nowadays everyone
knows HTML, but lots
of people have never
recognized the role
played by HTTP.

next two years, though its development and maintainance were dropped
after McCool left NCSA in 1994.

Out of this situation, a group of people started to assemble patches for
the NCSA httpd. After it becameclear that NCSA httpd was dead, it be-
came a nasty task to just assemble patches; in February 1995,the Apache
HTTP server projectwas born out of thesepatches(hencethe name "a patchy
server”). Apache was initially based on NCSA httpd 1.3. The rst of -
cial public Apache releaseappeared in April 1995(more details are in sec-
tion 1.2.20n page 12).

Role of the HTTP server While everyone knows HTML, most people fail

to recognize HTTP (Hypertext Transfer Protocol), the workhorse of WWW

network communication. This application layer protocol exists on top of
TCP/IP and is used by web browsers and servers to transfer the various
multimedia data behind hyperlinks. The web serveracceptssuchHTTP con-
nections from browsers and sends out the data queried through hyperlinks

(representedas Uniform Resource Locators; seealso Figure 4.1 on page 60)
and various auxiliary HTTP header elds. For anillustration of this task, see
Figure 1.4.

GET /bar/baz.html HTTP/1.0
Host: www.foo.dom:80
User-Agent: Quux/0.8.15
Accept: */*

HTTP request 5 httpd

HTTP response

HTTP/1.0 200 Ok |

Server: Apache/1.3

Content-type: text/html i i DocumentRoatar/baz.html
<html> : i <html>
<head><title>Baz</title></head> : i <head><title>Baz</title></head>
<body> : : <body>
<h1>The story of Baz</h1> : : <h1>The story of Baz</h1>

</l'J'<')dy> 3 3 </t'J'édy>
</html> : i </html>

Client i Network i Server i File System

Figure 1.4: The role of aweb server

Keepin mind that although this task looks easyat rst (and is easyin princi-
ple), dif culties arise from not-so-obvious requirementsrelated to high per-
formance (aweb server can be faced with thousands of HTTP requestsat the
sametime), customization (the content providers have very dif ferent situa-
tions and requirements), portability (Apache runs on all major server plat-
forms), reliability , and other considerations. And although Apache isn't the
fastestor maximally customizable web server, its popularity comesfrom the
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fact that it provides a very good balance of thesethings bundled with maxi-
mum portability and reliability .

1.2 The Apache Group

The people behind the Apache web server belong to the Apache Group. If

you plan to baseyour web businesson an Apache web server, it is reasonable

to learn some essentialsabout this group, its server project, and the organi-
zation behind it, the Apache Software Foundation.

1.2.1 A Group of Volunteer s

What is the Apache Group? One of its members, Rob Hartill, once sar-
castically described the Apache Group asfollows:

TheApacheGroup:
a collectionof talentedindividuals whoaretrying
to perfectheart of never nishing something.

Perhaps this description ts the reality of the group very well. For instance,
in summer 1997the group thought (after Apache 1.2 was released)that it
could quickly incorporate the recently contributed Windows NT port and
releaseit as Apache 1.3 one or two months later, as an interim releasebe-
tween Apache 1.2and the long-awaited Apache 2.0. Unfortunately , this plan
failed horribly . Ultimately , the releaseof Apache 1.3required sevenbetaver-
sions and a development period of an entire year. So, instead of summer
1997,Apache 1.3was releasedin summer 1998

Although the developers' time plans often prove unrealistic, one should
not treat this delay as a drawback. As Roy T. Fielding summarized the
group's plans: “I mean releasing Apache when it is ready to be released,
rather than according to an arbitrary schedule. One of the reasonsApache
has been so reliable in the past is that we don't have a marketing depart-
ment.” Users often forget this important point.

Additionally , the work of the Apache developers should not be under-
valued just becausetheir planning is sometimes a little bit chaotic. Actu-
ally, the Apache Group developers were always very productive in their free
time. Sincethe amalgamation of the group in 1995, developers have writ-
ten approximately 70,000lines of polished ANSI C code, releasedaround 80
Apache versions, written more than 50,000mails of internal correspondence,
and edited in excessof 3,000bug reports. Thus, it is actually more correctto
say that the Apache Group is a collection of talented individuals who spend
agreatpart of their freetimetrying to createthe bestweb server money can't
buy.

One reason that
Apache has been so
reliable is that the
Apache Group doesn't
have a marketing
department.

The Apache Group is a
collection of talented
individuals who spend
a great part of their
free time trying to
create the best web
server money can't
buy.
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The Apache Group is a
colorful bunch of totally
different hackers from
around the world —
every one full of spirit.

Who are the members of the Apache Group?

As of April 2000, the

Apache Group included the following active members (in alphabetical or-

der):

Brian Behlendorf (USA)
Ryan Bloom (USA)

Ken Coar (USA)

Mark J.Cox (UK)

Lars Eilebrecht (DE)

Ralf S.Engelschall (DE)
Roy T. Fielding (USA)
Tony Finch (UK)

Dean Gaudet (USA)
Dirk-W illem van Gulik (IT)
Rob Hartill  (UK)

Brian Havard (AU)
BenHyde (USA)

Jim Jagielski (UK)

Manoj Kasichainula (USA)

Alexei Kosut (USA)
Martin Kraemer (DE)
BenLaurie (UK)
RasmusLerdorf (USA)
Doug MacEachern (USA)
Aram W. Mirzadeh (USA)
SameerParekh (USA)
Daniel Lopez Ridruejo (USA)
Wilfr edo Sanchez (USA)
Cliff Skolnick (USA)
Marc Slemko (CA)

Greg Stein (USA)

Bill Stoddard (USA)

Paul Sutton (USA)
Randy Terbush (USA)

The following people are Apache emeriti — that is, old group members now

off doing other things:

Chuck Mur cko (USA)
David Robinson (UK)

Robert S.Thau (USA)
Andr ew Wilson (UK)

Additionally , many contributors from around the world have added their
development effort to the Apache Group from time to time. Their help has
beenespecially notable in the ApacheHTTP serverproject

1.2.2 The Apache HTTP Server Project

What is the Apache HTTP server project? The HTTP server projectis
the Apache Group's main project. This collaborative software development
effort is aimed at creating a robust, commercial-grade, featureful, and freely
available source code implementation of an HTTP server. This server is well
known as“the Apache.” The volunteers aretherefore known as“the Apache
Group.”

How did the Apache HTTP server project start? Let Roy T. Fielding,
another member of the Apache Group (and one of the fathers of HTTP), de-
scribe the early days of the project:
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“In February 1995, the most popular server software on the Web was
the public domain HTTP daemon developed by Rob McCool at the National
Centerfor SupecomputingApplications University of lllinois, Urbana-Cham-
paign. However, development of that had stalled after Rob left NCSA
in mid-1994, and many webmastershad developed their own extensionsand
bug xes that werein need of acommon distribution. A small group of these
webmasters, contacted via private e-mail, gathered together for the purpose
of coordinating their changes(in the form of “patches'). Brian Behlendorf
and CIliff Skolnick put together a mailing list, shared information space,and
logins for the core developers on a machine in the California Bay Area,with
bandwidth and diskspace donated by HotWiredand OrganicOnline. By the
end of February, eight core contributors formed the foundation of the origi-
nal Apache Group:

Brian Behlendorf Roy T. Fielding Rob Hartill
David Robinson Cliff Skolnick Randy Terbush
Robert S.Thau Andr ew Wilson

with additional contributions from
Eric Hagberg Frank Peters Nicolas Pioch

Using NCSA httpd 1.3 as a base,we added all of the published bug xes
and worthwhile enhancementswe could nd, tested the result on our own
servers,and made the rst of cial public release(0.6.2)of the Apache server
in April 1995.By coincidence, NCSA restarted its own development during
the same period, and Brandon Long and Beth Frank of the NCSA Server
Development Teamjoined the list in March ashonorary members so that the
two projectscould shareideasand xes.

The early Apache server was a big hit, but we all knew that the code-
baseneeded a general overhaul and redesign. During May—June 1995,while
Rob Hartill and the restof the group focused on implementing new features
for 0.7.x(like pre-forked child processesyand supporting the rapidly grow-
ing Apache user community, Robert Thau designed a new server architec-
tur e (code-named “Shambhala’) that included a modular structure and API
for better extensibility, pool-based memory allocation, and an adaptive pre-
forking processmodel. The group switched to this new server basein July
and added the featuresfrom 0.7.x,resulting in Apache 0.8.8(and its brethren)
in August.

After extensive betatesting, many ports to obscure platforms, a new set
of documentation (by David Robinson), and the addition of many featuresin
the form of our standard modules, Apache 1.0was releasedon December1,
1995.Lessthan ayear after the group was formed, the Apache server passed
NCSA's asthe number 1 server on the Internet.”

Over the past few years, many volunteers have contributed thousands of
bug xes, cleanups, and enhancementsfor Apache. Their work has allowed

By the end of February
1995, eight core
contributors had
formed the foundation
of the original Apache
Group.

Apache was originally
based on NCSA httpd,
version 1.3.



14

A

Chapter 1. Introduction

Apache 1.3 consists of
100,000 lines of
polished ANSI C code.

Apache 2.0 will also
provide multithreading
instead of the
pre-forked process
model of Apache 1.3. It
will be not ready for
production before
summer 2001.

Apache to keep its leading market position. A few insights of this evolution
follow .

Lines of Code
Version Code Comments Total
1.0.5 11,551 6,099 17,650
1.1.3 18,896 9,786 28,682
1.2.6 33,526 15,715 49,241
1.3.3 52,341 24,956 77,297
1.3.12 69,646 31,041 100,687

Table 1.1: The Apache code evolution

The evolution of Apache The Apache web server has remained under
continuous development during the past few years. Table 1.1 gives you an
impr ession of the Apache source code basis. It lists a few major Apache re-
lease versions and the number of lines of code they include (divided into
lines of comments and actual code).

Table 1.2 on the facing page summarizes the individual Apache releasesin
more detail. It shows the version numbers, their releasedates, and the num-
ber of patches(distinguished code changes)in every release.As you cansee,
so far the development of Apache 1.3 has required the greatestamount of
effort.

The future of Apache As of April 2000,the Apache developers were ac-
tively working on Apache 2.0, which will provide multithr eading under
UNIX Operating System(UNIX) together with lots of smaller enhancements
and changes. This change will allow Apache to scale better, require less
system resources, and perform more quickly compared to the pre-forked
processmodel of Apache 1.3. Before a 2.0releaseversion is stable enough
for production environments, however, at least one more year will certainly
pass. Sodon't be alarmed: The current stable Apache version is 1.3— and
that is the version covered in this book.

1.2.3 The Apache Software Foundation

Since1999,the ApacheSoftwae Foundation(ASF) has beenthe of cial organi-
zation behind the Apache people. The ASF existsto provide organizational,
legal, and nancial support for Apache open-source softwar e projects.

The foundation has beenincorporated as a membership-based, not-for -
prot corporation to ensure that the Apache projects continue to exist be-
yond the participation of individual volunteers, to enable contributions of
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Date Version Patches Date Version Patches
18-Mar-1995 0.2 1 09-Jul-1996 BN 5
24-Mar-1995 0.3 1 25-Nov-1996 1.2b0 NA
02-Apr-1995 0.4 1 02-Dec-1996 1.2b1 1
10-Apr-1995 0.5.1 9 10-Dec-1996 1.2b2 18

NA-Apr -1995 0.5.2 4 23-Dec-1996 1.2b3 21
NA-Apr -1995 0.5.3 2 30-Dec-1996 1.2b4 8
NA-Apr -1995 0.6.0 11 12-Jan-1997 1.1.2 2
31-May-1995 0.6.1 5 14-Jan-1997 AL 2
NA-Apr -1995 0.6.2 11 NA-Jan-1997 1.2b5 36
05-May-1995 0.6.3 NA 26-Jan-1997 1.2b6 2
NA-May-1995 0.6.4 NA 22-Feb-1997 1.2b7 38
NA-NA-1995 0.6.5 NA 07-Apr-1997 1.2b8 a7
NA-NA-1995 0.7.0 NA NA-Apr -1997 1.2b9 32
NA-NAN-1995 0.7.1 NA 28-Apr-1997 1.2b10 5
NA-NAN-1995 0.7.2 NA 28-May-1997 1.2bn 23
14-Jul-1995 0.8.0 9 16-Jun-1997 1.2.0 0
17-Jul-1995 0.8.1 3 19-Jul-1997 121 27
19-Jul-1995 0.8.2 1 23-Jul-1997 1.3al 50
24-Jul-1995 0.8.3 8 NA-Aug-1997 122 18
26-Jul-1995 0.8.4 6 19-Aug-1997 123 4
30-Jul-1995 0.8.5 10 22-Aug-1997 124 2
02-Aug-1995 0.8.6 5 16-Oct-1997 1.3b2 99
03-Aug-1995 0.8.7 3 20-Nov-1997 1.3b3 55
08-Aug-1995 0.8.8 2 05-Jan-1998 125 17
12-Aug-1995 0.8.9 20 19-Feb-1998 1.2.6 22
18-Aug-1995 0.8.10 2 NA-Feb-1998 1.3b4 103
24-Aug-1995 0.8.11 12 19-Feb-1998 1.3b5 3
31-Aug-1995 0.8.12 12 15-Apr-1998 1.3b6 121
07-Sep-1995 0.8.13 1 26-May-1998 1.3b7 84
19-Sep-1995 0.8.14 6 06-Jun-1998 1.3.0 20
14-Oct-1995 0.8.15 22 19-Jul-1998 131 74
05-Nov-1995 0.8.16 12 23-Sep-1998 13.2 90
20-Nov-1995 0.8.17 13 07-Oct-1998 133 31
23-Nov-1995 1.0.0 1 11-Jan-1999 134 93
16-Jan-1996 1.0.1 5 22-Mar-1999 1.35 69
07-Feb-1999 1.0.2 7 24-Mar-1999 1.3.6 1
16-Feb-1996 1.1b0 1 15-Aug-1999 1.3.7 103
18-Apr-1996 1.0.3 1 18-Aug-1999 138 12
18-Apr-1996 1.04 1 20-Aug-1999 1.3.9 19
20-Apr-1996 1.05 1 19-Jan-2000 1.3.10 75
22-Apr-1996 1.1b1 1 21-Jan-2000 13.1 1
24-Apr-1996 1.1b2 1 23-Feb-2000 13.12 13
10-Jun-1996 1.1b3 14 13-Mar-2000 2.0al NA
17-Jun-1996 1.1b4 9 31-Mar-2000 2.0a2 NA
03-Jul-1996 1.1.0 7 30-Apr-2000 2.0a3 NA

Table 1.2: The Apache development efforts

intellectual property and funds on a sound basis, and to provide a vehi-
cle for limiting legal exposure while participating in open-source software
projects. Each ASF projectis controlled by its own individual project com-
mitee. The Apache HTTP server projectis now just one of many ASF projects
— although still the most popular one.
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